Hello everyone, thank you all for coming. My name is Lai Jiangshan, and I work for Ant Group, focusing on lightweight kernels and secure containers.
Today, we’ll talk about IST problem and a possible solution.

The Agenda includes four parts, the problem, the motivations, the atomic approach, and the bleeding issue with it.

Here is the problem
Some of the 64-bit x86 design have been a constant bane,
Many kernel developers complain about it

The problem of IST event is actually from the syscall gap.
If there were no syscall gap, there would be no event requiring IST, except for the double fault
Hardware solution should fix the syscall gap, software solution has no choice, it has to deal with the IST.

Here are two examples of the current approaches.
[bookmark: OLE_LINK5][bookmark: OLE_LINK6][bookmark: OLE_LINK7][bookmark: OLE_LINK8]The NMI approach uses two stacks, the first stack has only 96 bytes and is used for hardware entry and iret. The second stack is the software handler stack which is 4000 bytes.
The VC exception has larger stacks, and uses C code to copy off the stack. But it has an ugly back link.
The atomic approach borrows the ideas from them, and improved.

Here are the motivations.
The most important motivation is we have to fix the problem.
Other motivations include Less ASM code, PVM switcher and ASI. PVM is in production and aims for upstream, PVM switcher is integrated into the host linux entry code, so we hope IST entry code can be self contained.

The key point of the atomic approach is to make all the IST events watch for each other.
Atomic approach helps complete the interrupted atomic entry, and maintains atomicity in software way.

When an atomic entry is interrupted, it will never be resumed to the original point, So any point in the atomic entry must be abortable. its work will be completed by the innermost atomic entry. so any work in an atomic entry must be replicable and idempotent. Here is one of the examples.


Now Let’s figure out how to make atomic entry step by step.
First, the normal procedure is just saving the interrupted context.
Secondly, we need to make it atomic and free the original IST stack, so we have to copy and switch stack.
Third, an abortable procedure has to be able to commit.
The forth we split the save step into two save steps, because they are not hardware atomic.
Both save steps shouldn’t touch any general purpose registers
The fifth, copy for outmost and copy for nested are different.
The last, before doing copy for the outmost, we have to find out which context is the outoust. Here is the place where the syscall gap might hide. And we have to find out where are the save stages saved. So we have the locate step.

[bookmark: OLE_LINK13][bookmark: OLE_LINK14]Let’s look at the last line, the save stages and the commit stage must be in ASM Code, only the stages in yellow colour can be implemented in C Code. And compare with the third line, we can just give the C function a name as “copy”.

Here are two narratives for the procedure.
On the left is the procedure view. Three IST interrupt one by one, all try to do save, save, locate, copy outmost for the first event, copy nested for the second and the third, and try to commit their work.

[bookmark: OLE_LINK15][bookmark: OLE_LINK16]On the right is the data view, It shows the IST stacks of the events and the major IST stack.
It shows how the locate operation work and where the data is saved and to copy to.
for copy outmost, it finds the exception head is from  A’s stack, so we copy it from here. But the event A was interrupted so early, not finishing saving general purpose registers, and Event B did, so the general registers are fetched from B’s stack.
For copy nested, we assume the interrupt point is as if the previous event has just completed the commit, so the copy nested can just reset the context.
Finally, when the C copy function copies every thing on the right place, it returns, and uses just one instruction to switch the RSP and commit all the three events’ entry.



Even though you have stacks, you can not do function calls, this is the bleeding issue. We have three choices.

The first choice is not to do function call. Option1 write it as ASM code, It is not feasible.
Option2 eliminate the return instruction with some hacks. To make sure each function is called only once, and use the jump instruction instead of the call instruction.

The second choice, make the untrain code able to work in the entry’s early stage, I’m not sure if it is possible. It might require splitting the untrain function.

The third choice adds the code to switch to kernel context in the copy function, and do untrain, which effectively implements paranoid entry in C code which is also our mission.
But it has to be implemented the way that meets the abortable idempotently replicable requirement.


